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Natural language

No parsing or 
syntax trees

No separation 
between data 
and instructions

Inherently 
susceptible 
to injection

Inspect/ Sanitize

• Contextual input validation
• Block well-known attacks
• Use fine-tuned classifier and/ or 

sentence similarity search to 
detect adversarial prompt

• Try an allow-list approach 
(guardrails, semantic routing)

Instruction/ 
Data Separation
Spotlighting:

• Border strings
• Data-marking
• Multi-turn dialogue
• Special tokens to 

mark external content

Inspect/ Sanitize

• Check for toxic/ biased/ harmful 
completions

• Filter/ sandbox dangerous 
completions (contextual encoding, 
Content Security Policy, …)

Access control:
• Least privilege
• Downstream checks

Safe APIs:
• Limit function/ scope of 

allowed operations and 
parameters

• Ensure APIs are not 
vulnerable themselves 
(SQL injection, XSS, …)

Data

Treat as Untrusted

When prompted 
adversarially

Large unexplored space 
available to attackers

RLHF only covers common, 
“expected” prompts

Theoretical generation 
space of modern LLMs

100k    (max context length)
 50k     (vocabulary size)

100k max context length

0.04
0.07

...
0.61
0.21

...
0.10
0.05

abacus
apple

...
the

they
...

zephyr
zoo

0.04
0.07

...
0.61
0.21

...
0.10
0.05

abacus
apple

...
the

they
...

zephyr
zoo

0.04
0.07

....
0.61
0.21

...
0.10
0.05

abacus
apple

...
the

they
...

zephyr
zoo

50
k 

vo
ca

bu
la

ry
 s

iz
e


